
p r a c n i q u e

Restoring Old Colour Slides

SYNOPSIS
This pracnique  explores algorithms to binarize document images.

Language: C

Compiler: gcc

Experience Level: intermediate

Skills: program design, loops, functions, arrays, strings.



1. INTRODUCTION 
Colour photography became a mass pastime in the early 1950s, with the advent of  slide films such as 
Ektachrome. Over the years, slides were displaced by other image capture systems and placed in 
storage. Now, over three decades since their demise, slides are being digitized for aesthetic purposes 
as well as from a cultural perspective. However over the years, many of these slides have faded in the 
sense that one or more of the colour components has faded, making the remaining colours more 
prominent. For example, many Kodachrome slides from the 1960s have a strong red cast due to fading 
of the cyan dye.

1.1 SLIDE FILM FADING

Slides are created using a combination of cyan, yellow and magenta dyes. Dyes form when the 
developing agent oxidizes in a reaction with the exposed silver halides. The oxidized developer further 
reacts with a coupler to form a dye. The dyes act by absorbing light, as energy, and moving this energy 
through the bonds in the dye molecule. Dyes that absorb blue light have longer chains, with the chain 
length becoming progressively shorter as the dyes absorbance shifts towards the red end of the 
spectrum. Dyes fade when one or more of the bonds between the atom in the dye molecule is broken. 
Slide film has three layers sensitive to the primary colours, RGB. The layers are first developed resulting 
in a grayscale image (a,b). A reversal is induced with light or chemical reactions, activating the 
unexposed components and coupling CMY dyes to these (c). The resulting combinations of CMY in 
these layers produce a positive image once the exposed silver halides have been removed. Thus a slide 
film ends up consisting of subtractive colours CMY. 

The relationship between CMY and RGB:

! CYAN = 255 - RED
! MAGENTA = 255 - GREEN
! YELLOW = 255 - BLUE

If a slide contains a red cast, then this is indicative of a 
fading cyan dye layer. Fading cyan dye will result in a 
bias of the distribution towards the low end of the 
histogram. Subtracting this from 255, inverts the 
histogram leading to a predominance of red. Not all slide 
films will fade the same, although a magenta-like cast is 
the most common. Figure 1 illustrates a number of slides with differing types of casts.



2. WHITE BALANCING
White balancing is based on shifting the colour temperature of an image. Colour temperature is a 
characteristic of visible light. Measured in degrees Kelvin, colours such as blue higher on the spectrum 
are considered “hotter”, whereas “red” at the lower end of the spectrum are considered “cooler”. This is 
contrary to the perceived qualities of “red” signifying hot. When a white object is illuminated under a low 
colour temperature, it will appear with a reddish cast in the image. The purpose of white-balancing 
algorithms is to make an image seem more natural by removing a cast. White-balancing algorithms can 
be classified into two categories: global and local algorithms. Global algorithms use all the pixels in an 
image to estimate the colour temperature, whereas local algorithms only use pixels which satisfy some 
criteria. Examples of global algorithms include the gray-world algorithms, whereas local algorithms 
extract a groups of pixels using a priori knowledge.

2.1 GRAYWORLD

The gray-world (GW) assumption argues that given a typical scene, the averages of the R, G and B 
channel should be equivalent. Given an image I have dimensions, M × N where x and y denote the 
indices of the pixel position. Further, let ,  and  denote the red, green and blue channels 
respectively.

If Ravg = Gavg = Bavg then the gray world assumption is satisfied, else we define gains to adjust the 
red and blue channels:

The red and blue channels are then adjusted, while the green channel is left unchanged. 

This stems from the study of colour temperature, and how lighting conditions affect the red and blue 
colour channels more strongly than the green channel.



2.2 SDWGW

The Standard Deviation Weighted Gray World (SDWGW) is an extension of gray-world. It subdivides the 
image into n blocks and for each one of them calculates standard deviations and means of the R, G, and 
B channels. SDWGD defines standard deviation-weighted averages of each colour channels as:

!

!

!

where  and  represent the standard deviation and mean of the R component of the k-th 
block, and SDWA_R represents the SDWA of the R component. The other values are similarly defined. 
The three parameters used to modify each of the colour channels are subsequently defined as:

!

!

!

2.3 OTHER ALGORITHMS

There are many algorithms for colour balancing: 

Huo, J., Chnage, Y., Wang, J., Wei, X., “Robust automatic white balance algorithm using gray color 
points in images”, IEEE Trans. on. Consumer Electronics, Vol.52, pp.541-547 (2006).

Gasparini, F., Schettini, R., “Color balancing of digital photos using simple image statistics”, Pattern 
Recognition, Vol.37, pp.1201-1217 (2004).

Lam, E., “Combining gray world and retinex theory for automatic white balance in digital photography,” 
Proc. Symposium on Consumer Electronics, ISCE, pp.134-139, (2005).



3. EXPERIMENTS
As an example, consider the following slide containing a pink cast (and it’s associated R, G, B 
component histograms):

The histogram clearly shows the skewed histogram of the red component of the image, signifying a loss 
of cyan dye in the image. Processing the image using both grayworld and SDWGW algorithms yields:

 

Both still contain a colour cast. The grayworld algorithm has introduced a distinctly grayer and more 
neutral tone to the image, and shifted both the red and blue histograms left. The SDWGW algorithm has 
not radically shifted the red histogram, but has also made modifications to the green component. It may 
be impossible to reliably remove such a cast using white-balancing alone. It is also difficult to determine 
which one is actually better?  



Here is a second example showing the original and SDWGW:

 

 

 



 

4. POST-PROCESSING
To improve the colours in the image further, post-processing in the form of histogram stretching is 
performed on each of the colour channels. Why not perform histogram stretching on the original image? 
Well, the colour cast will impart an unpleasant look to the processed image:

Histogram stretching involves finding the minimum and maximum values of the main part of the 
histogram and stretching them to the bounds of the histogram.

Applying this to the grayworld algorithm does not produce convincing results, however applying it to the 
SDWGW algorithm provides convincing results (compared to original).



 

Now the second example showing the histogram stretching applied to the SDWGW algorithm:

 

Note that in the first restored example, the sky is a nice shade of blue. This is because there are still 
remnants of blue left in the original image containing the cast. In the second example, this is not the 
case, so the sky becomes more overcast (which it may have been in the first place). Here are the 
histograms of the Red component for each image in the process:

From left to right: The original R-histogram, the SDWGW processed R-histogram, and the histogram 
stretched R-histogram.

Here is the result of the third example:



  

  

 

5. FAILURE
Failure is okay. Some images cannot be restored. 



 

 

As you can see the colour restoration is a failure due to minimal information in the red component of the 
image - in fact most of the information is compacted into values above 250, making it almost impossible 
to restore the information.
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