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Thresholding Documents

SYNOPSIS
This pracnique  explores algorithms to binarize document images.

Language: C

Compiler: gcc

Experience Level: intermediate

Skills: program design, loops, functions, arrays, strings.



1. INTRODUCTION 
OCR (optical character recognition) plays a large role in the digitization of documents and books. 
Literature abounds on the topic. So it should be easy right? OCR is the easy part, the more challenging 
part is often the binarization (thresholding) step -separating the text from the background. This is made 
more challenging in vintage documents as they often suffer from various forms of degradation resulting 
in non-uniform intensity, poor contrast, bleed-through etc. Global thresholding may not be well suited to 
the process of thresholding documents, whereas adaptive thresholding allows a different threshold to be 
applied to each region based on image characteristics. To illustrate how thresholding works, consider 
the following series of cases.

1.1 CASE 1
This case is a segment of a page from “The Catacombs of Rome”. The histogram clearly delineates a 
large peak towards the right representing the background region and a less distinct bump in the 
histogram (to the left) representing the text in the image.

The image also suffers from slight bleed-through artifacts - not uncommon to older documents where 
text from the opposing side of the document “bleeds though” during scanning.

How does image thresholding affect the text in this image? 

1.2 CASE 2
This case is a badly deteriorated piece of typewritten text shown in colour, and converted to grayscale. 
The document suffers from what is likely water damage, which translates to an uneven background, 
making thresholding more challenging.



 

1.3 CASE 3
The third case deals with a piece of typewritten text from WW2, in which the paper has been crumpled 
up, and the creases cause shadow artifacts when scanned in. The text also suffers from being extremely 
light against the background, which has yellowed over time.

 



2. GLOBAL THRESHOLDING ALGORITHMS

2.1 CASE 1
Global thresholding performs well on these images, with both Otsu and Minimum Error producing 
acceptable results. Maximum Entropy has produced some residual under-segmentation (not enough 
segmentation) in regions where the background is not homogeneous.

Original image, Otsu (149)

 Maximum Entropy (184), Minimum Error (138)



2.2 CASE 2
In the second case, both Maximum Entropy and Otsu have produced a reasonable segmentations, 
although artifacts exist, mostly in the region with the darkest background blotches, and where the type 
itself is smudged. Minimum error was a complete failure, under-segmenting more than half the image.

  
Original image, Otsu (125)

 
 Maximum Entropy (134), Minimum Error (212)



2.3 CASE 3
In the third case, Otsu, Maximum Entropy and Mixture Modeling have produced reasonable results, 
although there are letters in Otsu’s binary image that have been over-segmented (too much of letter has 
been removed). Minimum error quite clearly under-segmented the image. This is a challenging image as 
the text is faint, and it may be impossible to extract a high-quality binary image.

 
Otsu (176), Maximum Entropy (182)

  

 Minimum Error (203), Mixture Modeling (186)



3. ADAPTIVE THRESHOLDING ALGORITHMS

3.1 NIBLACK
Niblack’s algorithm performs adaptive thresholding by computing the mean and standard deviation of a 
neighborhood around a pixel, p(x,y). 

! T(x,y) = μ(x,y) + k ∙ σ(x,y)

where k is an empirical constant used to adjust the weight of the variance. The value of k is 0.2 for bright 
objects, -0.2 for dark objects.

3.2 SAUVOLA
Sauvola’s algorithm is an extension of Niblack. It performs adaptive thresholding by computing the mean 
and standard deviation of a neighborhood around a pixel, p(x,y). 

! T(x,y) = μ(x,y) + [1 + k ∙ (σ(x,y)/R - 1)]

where R reduces the algorithms sensitivity to noise. The value for k is 0.5 by default, R = 128.

3.3 BERNSEN
This algorithm uses a contrast threshold, c. If the local contrast (vmax - vmin) < c, the pixel is set to 0, 
otherwise the pixel is set to 1.

4. EXPERIMENTAL

4.1 CASE 1
Local thresholding does not always have a positive effect. Below are three binary images processed 
using algorithms from Niblack, Sauvola and Bernsen. While all three extract the text from the image, only 
the algorithm of Sauvola produces an image which can easily be processes further. Niblack’s algorithm 
suffers from noise in the image, as does Bernsen, although to a lesser extent. All three algorithms are run 
with a neighbourhood of 15.

Niblack, Sauvola, Bernsen



4.2 CASE 2
In applying the adaptive algorithms to the image of case 2, Niblack has once again failed to extract the 
text alone, under-segmenting the image. Sauolva’s algorithm has produced a nice result, without the 
residual artifacts of Otsu or Maximum Entropy. Bernsen clearly extracts the text, with residual 
background artifacts, but none that overly impact the text. 

 
Niblack, Sauvola

Bernsen



4.3 CASE 3
This case clearly shows that adaptive does not always have a good result. Niblack’s algorithm is heavily 
under-segmented, whilst Sauvola is over-segmented, partially due to the how intensity of the text. 
Bernsen produces a reasonable result, however the characters are over-segmented and would likely 
make a challenging input to an OCR. Is there another way? Possibly with the use of some form of 
enhancement of the image prior to thresholding. Below is an example of applying CLAHE before 
Sauvola - with results much closer to what one would expect. 

  
Niblack, Sauvola

 
Bernsen, CLAHE→Sauvola



5. TESTING

The analysis shown so far is all visually based. What is the best way of quantifying how well these 
algorithms have worked? There are a couple of ways. The first involves the construction of ground truth 
images. These are essentially manually segmented images in which the text has been completely 
extracted. These can then be compared against the binary images produced by the various algorithms. 
This is obviously challenging due to the complexity of text images. THe second approach lies in ths use 
of an OCR engine. PyTesser is an Optical Character Recognition module for Python. It takes as input an 
image or image file and outputs a string. This way the string extracted from the input image can be 
compared against the words extracting by reading the text. 
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