
p r a c n i q u e

Playing with Colour Images

SYNOPSIS
This pracnique explores basic image processing in Python.

Language: Python

Compiler: python

Experience Level: novice

Skills: colour image processing, colour spaces, colour filtering



INTRODUCTION 

For this lab we will explore the notion of colour images, and processing them. For this 
lab, and for use in your assignments, you are provided with a file:

! lab3.py

Colour images can exist in any number of colour spaces, although for displaying on 
devices, files are normally stored in RGB. This is beneficial because the human visual 
system works in a similar way to RGB. However image processing in RGB is more 
challenging because the structural (intensity) and hue information are coupled into 
each of the Red, Green and Blue components. This essentially makes RGB images 3D - 
three 2D arrays each containing 8-bits of data, for a combined total of 16,777,216 
colours - from which humans can discriminate up to 10 million. 

Consider the colour image shown below (pilatusC.png):

This can then be represented as individual R, G, B components (images) of the form:



R G B

This Python program provides the basic operations to begin working with simple image 
process tasks, i.e I/O and displaying images. There is a function, rgbSplit(), which 
will take an RGB image as input and split it into the constituent channels, R, G, and B.

PART 1: Colour Image Histograms

One way of viewing an RGB image is by means of a 3D histogram. However the caveat 
here is that there is not just 256 bins, but 2563 bins. Below is an example of a 3D 
histogram of our colour image.



A better way is to extract individual histograms for each of R, G, and B. In lab2.py you 
will find a function called plotHistC() which plots the three histograms, red, green 
and blue in an overlaid fashion.

It relies on the use of a function rgbSplit(), which takes the 3D numpy array (image) 
as input, and splits it up into three 2D arrays stored in a list. Read in some colour 
images and explore their RGB histograms.

The RGB colour space is not ideal for image processing.

PART 2: Colour Spaces

The RGB colour space is not ideal for image processing - a better way is to de-coupled 
the colour and “structural” information. One way of doing this is converting the image 
to a colour space such as HSV (Hue-Saturation-Value). The HSV colour space (also 
known as HSB (Brightness)), is one of the Hue-Saturation colour spaces (as well as HSL 
(Lightness) looks like this:



HSV has a cylindrical geometry, with respect to hue. Hue, with its angular dimension 
represents the colour of the pixel, and has values between 0-360°. Saturation is the 
colourfulness of a colour relative to its own brightness, and has values between 0 and 
1. Saturation defines a range from pure color (100%) to gray (0%) at a constant 
lightness level. A pure color is fully saturated. The central axis comprises the 
achromatic or gray colours, ranging fro black at value 0, the bottom, to white at value 
1, the top. Here is another representation:

The properties of colour spaces like this works on the basis that the “images” 
produced are not in the traditional 8-bit format (although they can be converted for 
visualization purposes - see below). 



Original H S V

Here is what the image above looks like in a 3D representation of the 3D colour space.

Note that this is represented as a cone. The HSV color space is cylindrical, but usually 
represented as a cone or a hexagonal cone (hexcone), as displayed in this picture, 
because this is the subset of the space with valid RGB values. 

There are two functions in the file lab3.py:

! rgb2hsv(img)
! hsv2rgb(h,newS,v)



The first function rgb2hsv() takes an RGB colour image as input (a numpy 3D array), 
and returns three 2D arrays in the form of the hue, saturation and value components of 
the HSV colour space representation of img. All have values between 0 and 1. The 
second function, hsv2rgb() performs the reverse operation, by converting the 
separate hue, saturation and value components back into a 3D RGB image.

NOTE: These functions ca be somewhat slow, because they are not optimally coded. 
Both functions use functions from the library colorsys to ease the task of performing 
the mathematical conversions.

! colorsys.rgb_to_hsv
! colorsys.hsv_to_rgb

Other colour spaces of interest include the “Luma plus chroma” spaces: YIQ, YUV, 
YCbCr. 

PART 3: Playing with Saturation

Increasing the saturation of colours in images tends to make the colours more brilliant, 
and the extreme case of taking saturation all the way to 1.0 can make produce a loud 
appearance. Conversely, decreasing the saturation results in an image with a dull 
(almost pastel) appearance.

Original S^0.2 S^0.65 S^3.2

The function saturateI() performs adjustment of the saturation levels in an image. The 
function takes an argument which is some value greater than zero. For values (V) 
0<V≤1, the result is an increase in the saturation, where as V→0 the colour becomes 



more pure. For values of V > 1, the result becomes increasingly less saturated and 
approaches a grayscale image.

PART 4: Colour Contrast Stretching

Just like in grayscale image processing, colour image processing affords the notion of 
stretching the contrast of images, albeit in a different manner. It is possible to perform 
contrast stretching on each of the individual components of RGB, or to perform the 
contrast stretching only on the value component of HSV. 

The function conStretchColour() performs contrast stretching. Find a couple of 
low contrast colour images, and perform contrast stretching on them. What did the 
results look like? Try the same on an image which has good contrast - what happens 
here?

PART 5: Colour Enhancement

Colour enhancement can also be performed using histogram equalization - in many 
forms. Two such methods involve: (i) applying HE to each channel of R, G, and B 
independently, or (ii) applying HE to only the V channel of the HSV image.

TASK: Write a function to perform both these forms of colour HE.


