
p r a c n i q u e

Playing with Images

SYNOPSIS
This pracnique  explores basic image processing in Python.

Language: Python

Compiler: python

Experience Level: novice

Skills: image I/O, histograms, filtering



INTRODUCTION 

For this lab we will use the Python interpreter on the system, and explore the basic use 
of PIL, numpy, and scipy libraries. For this lab, and for use in your assignments, you 
are provided with a file:

! lab2.py

This Python file contains a number of functions, derived from the Python libraries that 
have been outlined on the sheet “Python Image Processing Functions”. This is a sort of 
all-in-one package providing:

getFilename() Function to get the filename of an image from the 
user. 

imread() Function to read in a image from file. Filetypes 
include TIFF and PNG. Will read in a colour RGB 
image and store as a 3D array. Numpy arrays are 
returned.

imwrite() Function to write a numpy array as an image file. 
Type of file is determined by file extension given.

imdisplay() Function to display an image in grayscale.

This Python program provides the basic operations to begin working with simple image 
process tasks, i.e I/O and displaying images.

TASK 1: Image Histograms in Python

How to generate and display a histogram in Python? The library matplotlib.pyplot 
(aliased here by plt) provides a function to generate a histogram, hist(). For 
example:

! plt.hist(img.ravel(), 256, range=(0,256))

Here a histogram with 256 bins is generated. The numpy function ravel(), flattens 
the image into a 1D array. To view the histogram, this function must be followed with:

! plt.show()



However, before this function is executed, some modifications can be made to the 
plotting environment, including axis labels, and a limit to the x-axis. These four 
functions perform these tasks (and should be fairly self-explanatory).

! plt.title("Grayscale Histogram")
! plt.xlabel("Bins")
! plt.ylabel("# of Pixels")
! plt.xlim([0, 256])

Task: Write a small function plotHist to perform these tasks (in lab1.py). 

Now test your function by running the Python script on the image zbridge.png. Your 
output should look something like this:

How can this histogram be interpreted? There are of course a myriad of parameters 
which can be modified in the function hist(), but these are not really needed for a 
basic grayscale image. If you modify the parameters of hist() by adding 
histtype='step', a lineplot is generated of the form:



This deals with plotting a histogram, but how to return the histogram in a 1D array? For 
that it is good to use numpy.histogram(). For a grayscale image it can be used in 
the following format:

hst,bins = numpy.histogram(img.flatten(),256,(0,255),density=False)

The array hst contains the values in each of the 256 bins, the array bins contains the 
bin edges. 

Task: Write a small function imHist to take the numpy array as input and return only 
the histogram of the image. 

TASK 2: Contrast Stretching

The next task in this lab will be to perform simple contrast-stretching of a grayscale 
image. Consider the following image, taken of the railway on Mount Pilatus in 
Switzerland in 1947 (pilatus1947.png). Its histogram is also shown - notice the low 
contrast in the image, and how the pixels are distributed in the centre of the histogram, 
- the intensities are distributed from 70 to 222.



 

The process of contrast stretching will stretch the histogram towards the boundaries of 
the histogram, and introduce a better contrast to the objects in the image. Contrast 
stretching can be achieved using the following formula:
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Note that this is a point operation, and can be done for the pixel values 0 to 255 in the 
histogram, and therefore does not need an explicit loop over all pixels. The mapping 
can be done by creating a LUT (look-up table), or alternatively using the vectorized 
processing of Python.

Task: Write a function enhCStretch to take the numpy array as input and perform 
contrast stretching.

When completed, try processing pilatus1947.png. You should end up with an 
image and histogram that look something like this:



TASK 3: Linear Filtering

The linear filter may be the most used filter in the image processing toolbox - useful for 
performing such tasks as image smoothing, edge detection, and image sharpening. It 
simply calculates a weighted summation of all pixel values in a small neighborhood 
(small compared to the image size). It does so for all shifted neighborhoods in an 
image and all weighted sums thus form a new image. 

Let Img represent a grayscale image, K represent a filter or kernel, R represent the 
radius of the kernel, and Ie the processed image.
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This can be achieved using a series of four loops, two to visit every pixel in the input 
image, and two to process the kernel on the neighbourhood surrounding each pixel. 
For a full explanation of the various approaches, see the handout “Filtering Techniques 
in Python”. An easy was to perform the filtering is using the 
scipy.ndimage.filters (imported and aliased as nd). function convolve. 



Consider the following Python function to perform linear filtering:

import scipy.ndimage.filters as nd

def linearFilter(img):
    kernel = numpy.array([[1, 1, 1, 1, 1],
                          [1, 1, 1, 1, 1],
                          [1, 1, 1, 1, 1],
                          [1, 1, 1, 1, 1],
                          [1, 1, 1, 1, 1]])/25.

    Ie = nd.convolve(img, kernel, mode='constant', cval=0.0)

    return Ie

This function basically performs a 5×5 mean filter, blurring the image. Applied to the 
image zbridge.png, the following image results (shown in context of enlarged region 
extracted from the original and processed image).

original 5×5 mean filter

Task: Modify the function linearFilter to allow the user to pass any type of 
symmetric kernel to the function.

Test out the function by making up some kernels, and seeing what the output looks 
like.



TASK 4: Applying Pseudocolour

Let’s face it, grayscale images are *kinda* boring. So to jazz it up, let’s change the 
colour scheme. Pseudocolour is only relevant to single-channel, grayscale, luminosity 
images.

In the function imdisplay in lab1.py, if the colour map is not specified 
(cmap=plt.cm.gray), it defaults to a colourmap called “jet”. 

This is what the zbridge.png looks like:

You can modify the colour mapping just by changing the parameter to imshow(). 
Information on the range of colourmaps can be found here: 

http://matplotlib.org/users/colormaps.html


