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Abstract

Many image processing applications such as noise sup-

pression and contrast enhancement are designed to be em-

bedded in multimedia devices such as digital cameras. In

order to test the accuracy and robustness of these algo-

rithms they should be evaluated in the context of the prob-

lem domain. For nearly three decades many promising al-

gorithms have been tested using a series of images which

do not realistically represent the breadth of applications for

evaluating image processing algorithms. This paper de-

scribes some of the shortcomings of using these worn-out
images in algorithm testing, and also the use of simulated

defects.

1. Introduction

The scanning and computerized processing of images
had its birth in 1956 at the National Bureau of Standards
(NBS, now National Institute of standards and Technology
(NIST)) [9]. Image enhancement algorithms were some of
the first to be developed [10]. Half a century later, literally
thousands of image processing algorithms have been pub-
lished. Some of these have been specific to certain applica-
tion domains such as the enhancement of latent fingerprints,
whilst others have been more generic in application, such
as unsharp masking [16]. The scope of these algorithms is
fairly expansive, ranging from automatically extracting and
delineating regions of interest such as in the case of seg-
mentation, to improving the perceived quality of an image
by means of contrast enhancement and noise suppression.
Since the early years of image processing, there has been
a portion of the design process dedicated to algorithm test-
ing. Testing is the process of determining whether or not a
particular algorithm has satisfied its specifications relating
to criteria such as accuracy and robustness. More often than
not though, such testing has been limited in its scope. Part
of this is attributable to the actual lack of formal process

used in performance evaluation of image processing algo-
rithms, from the establishment of testing regimes, to the de-
sign of metrics. However a portion of this fault may lie with
the testing data itself.

The caveat with much of this testing is that experimen-
tation is sometimes carried out on worn-out images, or im-
ages that do not truly reflect the real-world applications to
which the algorithm could be applied. How many confer-
ences have you attended where the example used in testing
an algorithm is the picture of Lena? In a visual age, where
we are surrounded by a cornucopia of visual imagery, why
do researchers persist in using these outdated images? If
you ask them, some will say because everyone else does,
while others will remark that these images represent a ”stan-
dard”. In papers there is often no background or citation
given because the images are considered historically com-
mon data. Also no justification is given for their use. This
paper pauses to look at some of the inadequacies of using
exhausted images, and simulated defects, in the evaluation
of image processing algorithms

2 Worn-out Images

Repeated use of any one particular image can cause wear

out [5]. This is because new algorithms might be designed
to give good accuracy on the characteristics of a particular
image without providing information on other images. The
other caveat is that these images by-enlarge do not reflect
the true application domain of most contemporary image
processing applications. A series of the most infamous ex-
amples are shown in Figs. 1 and 2. Most are from the Uni-
versity of Southern California, Signal and Image Process-

ing Institute Image Database, which was first distributed in
1977 [18]. The origin of many of these images is unknown.
In the early years of image processing, it is it is not sur-
prising that such images took hold in the image processing
community. The field was in its infancy, images were often
difficult to acquire, and there was little access to publicly
available image databases. Algorithms were often applied



to images with low spatial and intensity resolution, limited
in part by the processing capacity of the time.

However easy it is to use these images, there really is
very little pretext. When designing any kind of algorithm,
it must be tested on images which reflect the true nature
of the environment in which the algorithm will function.
In the context of digital cameras this scope is extensive,
so care should be taken to include testing datasets incor-
porating landscapes, portraits, macro-shots, buildings, out-
of-focus images etc. It is careless to use the images shown
in Figs. 1and 2 their use can lead to complacency in al-
gorithm design. Comparing the images in Figs. 1 and 2,
we notice that those of Fig.1 are less complex than those of
Fig.2, both in colour and visual structure. The irony is for
three decades most of the processing has been performed in
grayscale, when the originals were in colour.

3 Lena

The most notorious of all worn-out images is Lena. Lena
is the name given to a portion of a centerfold picture of
Lena Sderberg, a Swedish model posing in the November
1972 issue of Playboy magazine. Fig.3 hows two images
of Lena. The first is the standard image which has been
in circulation since it was digitized in 1973 using a modi-
fied Muirhead wirephoto scanner, the second is a more re-
cent scan, showing more of the image, with more realistic
colour tones. The Lena image is considered a benchmark
for testing image compression algorithms. Image compres-
sion algorithms form a core component of image storage
research. Increases in near-lossless compression have a di-
rect impact on the amount of images which can be stored on
digital media. The January 1996 IEEE Transactions on Im-
age Processing has a note from the Editor-in-chief, David C.
Munson who states that the image contains a nice mixture of
detail, flat regions, shading, and texture that do a good job
of testing various image processing algorithms [13]. This
might be true, however with the vast diffusion of digital
cameras and the widespread use of the internet, producing a
colossal inventory of digital images of a variety of subjects,
it is hard to believe that Lena is one of the few ”standard-
ized” examples available to researchers.

3.1 Used in the wrong context

Consider the case of colour image segmentation. Why
would a person want to segment Lena? It is possible they
might want to design algorithms to segment features from
a colour video input stream to guide a robot. Is the robot
going to run into a picture of Lena anytime soon? It doesn’t
even make sense in the context of a facial recognition ap-
plication. Lena has been used in the context of testing bi-
modal thresholding algorithms [3]. As shown in Fig.5, the
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Figure 1. Worn-out images: (a) airplane, (b)
peppers, (c) mandrill, (e) sailboat, (e) camera-
man, (f) house

histogram of intensity distributions is multi-varied, there is
no clear division of intensities. So why use this image to
test a bimodal thresholding algorithm?

3.2 Lena decomposed

Sometimes limitations in the way images have been used
in testing compound their negative effect, and their abil-
ity to be used to evaluate an algorithm in an appropriate
manner. The interesting point with all these images is that
many of the originals were colour images. The image of
Lena is most commonly used in testing algorithms involv-
ing grayscale images. Herein lies the caveat. How is the
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Figure 2. Worn-out images: (a) boats, (b) Bar-
bara, (c) Zelda, (d) Gold Hill

colour Lena converted to grayscale? Without a proper con-
text for such a transformation, it is easy for different re-
searchers to use different versions of Lena, thereby invali-
dating any notion of a standardized image. While such devi-
ations may seem minor, it introduces a level of ambiguity to
the process of algorithm comparison. Different researchers
have used different approaches to obtaining grayscale rep-
resentations of Lena. It seems the most common involves
decomposing the RGB image into its constituent channels
and choosing one of the channels. It has been most common
to use the green channel [15], but there are multiple ways of
deriving a grayscale representation. Fig. 4 illustrates four
different grayscale representations of Lena:

• RGB decomposition (green channel).

• YIQ decomposition (Y luminance).

• YCbCr decomposition (Y luminance).

• HSV decomposition (V value).

It is apparent from Fig. 4 that the grayscale represen-
tations of Lena are all different. How these differences
reveal themselves will depend on the particular algorithm
tested and algorithms with which it is compared against.
This is made more apparent when viewing the grayscale
histograms of the images, as shown in Fig. 5.

(a)

(b)

Figure 3. Lena: Standard image found on the
internet (a), and recently scanned image from
the original source (b).

4 Testing and Experimentation

Many of the worn-out images shown have been used
in the context of grayscale image processing. Huang and
Wang [7] use Lena, cameraman and peppers to test a multi-
level version of Otsu’s thresholding algorithm, yet grayscale
images more appropriate to the task of partitioning an im-
age into multiple regions could have been found. In a re-
cent paper on automatic thresholding for visual inspection
of defects in such applications as ceramic body inspection
[14], the author applies his algorithm to the house image of
Fig.1. There is no clear indication of what industrial de-
fects, if any, this house contains. Hosni et al. [6] use a
series of worn out images to test their colour segmentation
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Figure 4. Grayscale representations of Lena:
(a) RGB, (b) YIQ, (c) YCbCr, (d) HSV

algorithm. The mandrill, house and peppers images from
Fig.1 have also been used over the years in colour image
processing for tasks such as segmentation, noise suppres-
sion, and colour enhancement. In the early days of image
processing, these images may have provided a good con-
text for testing colour image segmentation algorithms. The
house image contains fairly homogeneous colour regions,
and would produce reasonable segmentation results (Fig.6)
for an algorithm such as k-means clustering. Applying the
same algorithm to a more complex colour image produces
results which are not as obvious due to the increased com-
plexity of colours in the image (Fig.7).

Test images are sought for their ability to return the most
realistic appraisal of an algorithms capabilities. However
the use of worn-out images can impact the viability of test
cases. A good example is a paper by Abreu and Mitra who
propose a simple algorithm for restoring images corrupted
by streaks [1]. Streaks are a common occurrence in mo-
tion pictures, where they are better known as scratches. Yet
Abreu and Mitra use Lena, containing a simulated streak to
test their algorithm. Cheikh and Gabbouj [4] use a colour
rendition of Lena to test their image enhancement algo-
rithm. They add zero-mean Gaussian noise, but fail to test
their algorithm on an image containing real noise. Kokaram
[11] uses both the baboon and Lena in his treatise on mo-

Figure 5. Histograms of grayscale represen-
tations of Lena from Fig.4

tion picture restoration (pp.58) to illustrate the removal of
impulse noise, and repairing jittered video. The question
begs as to how these still images relate to motion pictures?

The type of noise relates to the type of application. One
of the questions to ask when commencing the testing phase
is ’where will this algorithm be used?’. Take for exam-
ple two scenarios: Images obtained from a digital camera
which have noise due to graininess, and film frames from a
historical motion picture containing speckle noise. Each of
these applications has certain tolerances when it comes to
the basis of the noise, the presence of which signifies a re-
duction in image clarity and detail. The first should contain
very little noise, as the images are obtained directly from
the sensor, however graininess may appear as the result of
a high ISO, or sensitivity to light. The second application
may contain random additive noise resulting from physical
defects such as dust. Therefore, when choosing to test a
noise suppression algorithm it is important to remember the
context of the application and its inherent noise. To prop-
erly test a noise suppression algorithm, one cannot simply
add 30% of speckle noise to an image such as Lena and
announce success when the noise is suppressed by the algo-
rithm. The benefit of this approach is of course that there
is a ground-truth image with which to apply quantitative



Figure 6. Result of k-means clustering seg-
mentation using 7 clusters

metrics. However, image processing algorithms should be
tested on realistic images within the problem domain.

Consider the example shown in Fig.8 showing a Swansea
sonar image containing speckle noise, and the image fil-
tered using a speckle-reducing anisotropic diffusion algo-
rithm. The sonar image contains real noise, as opposed to
simulated noise. However a recent paper [8] on denoising
sonar images uses Barbara and Lena to illustrate algorithm
concepts.

5 Scalability

One of the greatest limitations of the images used for
testing is their lack of scalability. Worn-out images rep-
resent a very small proportion of images upon which an
algorithm can be tested. Take for example the MIAS
mammogram database [17] commonly used to test algo-

Figure 7. Result of k-means clustering
segmentation using 7 clusters on com-
plex colour image (flickr: Frankensteinnn,
3512510031)

rithms for mammographic analysis. The database debuted
in 1994, and since then has become the de-facto mammo-
gram database for testing algorithms. Suppose we were to
design an algorithm to segment the breast region from a
mammogram and trained the behavior of the algorithm on
100 samples from the MIAS database. What is the proba-
bility that this algorithm will perform well on the remaining
images in the database, or images from another database?
An algorithm may be designed which works well for the
MIAS database, but fails for images from an in-house mam-
mographic unit. Many algorithms that fare well in labora-
tory testing fail in practical application.

6 How to alleviate worn-out images

6.1 Don’t use them

6.2 Domain-based testing

Lena has become the de facto standard image for test-
ing image compression algorithms. A nice idea, but what
is the major areas of focus for efficient compression algo-
rithms? Take for instance digital photography. Acquiring
high-resolution photographs requires abundant storage, so
compression plays an important role in assuring that the
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Figure 8. Swansea (a) speckled sonar image,
and (b) filtered image

maximum number of images can be stored at the least cost
in image quality. What about fingerprint recognition? The
FBI is digitizing its fingerprint database at 500dpi and 8-
bit, resulting in approximately 10MB per fingerprint card.
Near lossless compression is important here to maintain the
quality of the image. What about acquiring 1024!1024 12-
bit images from the Mars rover and transmitting them 170
million kilometres to earth? All these applications require
operational testing in real-life scenarios to obtain the most
accurate measure of how the technology would perform in
the field. Domain based testing tests algorithms using im-
ages associated with the specific problem domain.

6.3 Image testing database

The major limitation of algorithm testing in image pro-
cessing seems to be the selection of appropriate images.
Naturally the process of testing could be improved by cre-
ating standardized databases of images. Amongst the most
successful standardized databases for testing image pro-

cessing algorithms are those related to fingerprint, facial and
handwriting recognition. The Fingerprint Verification Com-
petition (2006) offers four databases of 150 images each.
Each database consists of twelve samples per finger for a
total of 1800 images. The four databases are acquired from
three sensors (electric field, optical, thermal sweeping) and
a synthetic generator. As many algorithms are designed to
be incorporated into industrial or consumer electronics ap-
plications, it makes sense that the images used for testing
also come from such sources.

7 Simulated Defects

In the early years of image processing, due to the lack
of adequate digital images, test images were often gener-
ated through an additive process. For example, in testing
noise suppression algorithms, it is common practice to add
artificial forms of noise such as impulse or Gaussian noise.
The original then provides a ground truth which, together
with appropriate metrics, can be used to quantify accuracy.
However adding simulated defects may not test an algo-
rithm effectively. Real imperfections, should be used in ad-
dition to simulated defects. Basu and Nachtegael [2] use
Peppers, House, Lena, Mandrill under the guise of ’four
common color images in image processing’, to test a noise
suppression algorithm by adding synthetic noise. An ex-
ample of synthetic noise added to a colour image is shown
in Fig.9. Both Poisson noise and impulse (salt-and-pepper)
noise are illustrated. Noise which satisfies a Poisson dis-
tribution varies across an image, and may be appropriate to
simulate intrinsic noise which is introduced when a photon
hits the detector, the process associated with most image
acquisition devices. The addition of Gaussian-distributed
or impulse noise is more complicated. Impulse noise of the
type shown in Fig.9 is unrealistic. In real photographs high
frequency details consist of variations in luminance (grainy
appearance) as opposed to variations in chroma. The other
caveat is that only a few pixels should be noisy. Yet how
many algorithms are tested using this sort of noise?

In museums there are often restrictions on the use of
flashes. Failure to use a flash results in a lower film speed
and increased chance of a perceived softness in the resulting
image. Similarly, failure to use a support when using a slow
speed may induce motion blur. Historic photographs con-
tain blur which may result from lens aberrations, breakdown
of dyes or emulsion, or film issues such as warp. Such im-
ages offer a good resource for testing image sharpening and
motion suppression algorithms. Classically, image sharpen-
ing algorithms have been tested by the creation of synthetic
blur in a test image, usually some form of Gaussian blur. Al-
though this provides a ground truth, real photographic blur-
ring does not occur in a smooth manner as objects fall out
of focus. Such images often bare little resemblance to real-



Figure 9. Synthetic noise: original, Poisson
noise, impulse noise

world applications, and as such algorithm testing should not
use them exclusively. The images shown in Fig.10 depict
three historical images, one containing noise, one intrinsic
blur and the other with a lack of contrast. In essence, the
use of images in which the source of defect is unknown
may provide the best indication of how well an algorithm
performs, a concept similar to random input testing [12].

8 Conclusion

Testing algorithms is a nontrivial process. It involves de-
signing experiments that mimic the real-world application
of the algorithm. Moreover it requires the use of images
which accurately portray the intended target image of the al-
gorithm. The use of Lena was fine when there were limited
digital images available for testing, however, it is difficult to
make that claim anymore. Researchers should move beyond
the comfort zone of these historical test images, and help
design publicly available, standardized databases of images
which could be used for evaluating algorithms. This has
a side benefit in allowing different algorithms to be pro-
cessed using the same data, an idea which may have un-
derpinned the use of Lena, but one image does not provide
conclusive testing of an algorithm. Like the case of unsharp
masking (UM) used for improving the acuity of details in an
image, images like Lena are used because of convenience.
Many applications use UM as the algorithm of choice for
sharpening the detail in an image. Is it the most appropri-
ate? Maybe, maybe not, but it is easy to use, despite its
predisposition to accentuate noise. The image processing
community is mature enough to advocate the development
of standardized test image databases for various applica-
tions. To facilitate this an effort should be made to create
large, diverse algorithm testing image databases which con-
sist of generic as well as domain independent data. These
databases should incorporate both optimal and degraded im-
ages, to provide ground truths for testing.

(a)

(b)

(c)

Figure 10. Real imperfections: (a) blur, (b)
lack of contrast, and (c) noise
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