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The foremost limitation of computer-
based vision systems is that computers 
interpret numbers, yet  we try and design 
algorithms which mimic the human visual 
system, a system with millions of years of 
evolutionary design, which works on 
dynamic images in real-time. Humans 
can look at a cereal package, determine 
it’s a rectangular box, and even estimate 
i t s approx ima te d imens ions . By 
interpreting text and images on the sides 
of the cereal package humans are able to 
allude to its contents. Deriving an 
algorithm to perform the same using an 
image from a digital video stream is more 
of a challenge. The brain has models of 
the world, and thirty distinct information 
processing regions to deal with colour, 
texture, etc. Computers rely on humans 
to provide them with instructions by way 
of algorithms and programs. 

Consider the task of zooming in on 
the face of  a person taken at 100 feet 
from a security camera with a low 
resolution of 640 by 480 pixels. The 
reality with many algorithms that zoom in 
on small details is that it is almost 
impossible to create information that 
does not exist in the first place. An image 
contains finite information. A standard 
secur i t y camera found w i th in a 
convenience store may have 640×480 
resolution, which means 307,200 pixels 
(0.3MP),  which may seem like a lot. 
However, these cameras are not focused 
on tracking each individual as they move 
around the store,  they offer a wide-angle 
vision of the store.

Figure 1 is a photograph from 
Liverpool train station, which is 1280 
by 960 pixels,  or approximately 1.2 
megapixels. High level security 
cameras generally  have a resolution of 
1-3 megapixels and acquire 30 frames 
per second. The amount of data being 
p rocessed i s approx ima te ly 2 .2 
gigabytes (GB) per minute, so security 
applications are intrinsically constrained 
by the volume of  data being produced. 
This assumes a monochromatic image, 
colour images boost the data-stream 
even more. Now detecting a face and 
extracting facial characteristics becomes 
a challenge. There is good amount of 
information contained in the image, but 
perhaps not enough to actually perform 
facial recognition.

Finding faces in a crowd: Debunking a TV myth
Watch CSI, or NUMB3RS, and you are bound to encounter 
some fancy piece of software which is capable of sharpening a 
blurred image of a license plate to the point where it is crystal 
clear.  

The reality of course, is quite different.

Fig. 2
Face extracted 
from Liverpool 
Station crowd 
(bottom), and 

magnified face 
(top) showing 

individual pixels

Fig.1 
Crowd scene at 

Liverpool Train Station



To illustrate this a face (22 × 16 pixels) has been 
extracted from approximately the centre of the image 
(Fig.2). In this particular image the individual’s face 
occupies approximately 352 pixels. It is impossible to 
recover the details of a person’s face using such a 
small amount of pixels. The appearance of such an 
image is said to be pixelated, as each individual pixel 
can be separated. Looking at the small version of  the 
face,  our mind makes us believe that information is 
recoverable, however looking at the face as the 
computer sees it tells another story (magnified image). 

We now take the image and apply a super-
resolution algorithm which has the effect of increasing 
the resolution of  the image. In this  case we have used 
a piece of  super-resolution software called Genuine 
Fractals. The software has been used to scale the face 
5 and 10 times respectively, results are shown in 
Figure 3 (the images have been scaled so their 
dimensions are the same).

The only  perceivable difference is that the 
blocking artifacts present in the original (representing 
the individual pixels), have been suppressed, by 
effectively adding more pixels to each image.  The face 
magnified 10 times has 220 × 160 pixels, but no more 
real information as to the identify  of the person. It  has 
increased the resolution of the image, but only  using 
the information provided.  The only information which 
could be gleaned from these enhanced photographs 
are the basic dimensions and colouration of the face 
and hair.  In many television shows the viewer is  shown 
a series of images where each progressive image 
shows a greater resolution with more detail,  data which 
was not  available in the original image.  Figure 4 shows 
a higher-resolution image (3264×2448) from the Paris 
railway station Gare du Nord  in which two faces have 
been extracted at  positions roughly 18% and 30%  
from the foreground. 
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Fig. 3
Original face (left), 
5x magnification 
(centre), 10x 
magnification (right)

Fig. 4
Paris Gare du Nord 

(July 10, 2007) (left), 
and enlarged region 
showing target faces 

(right).
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Fig. 5
Original face (left), 
5x magnification 
(centre), 10x 
magnification (right)

Fig. 6
Original face (left), 
5x magnification 
(centre), 10x 
magnification (right)

The same software was applied to scale the faces 
5 and 10 times respectively, with results shown in 
Figures 5 and 6.  Again, the resolution has increased, 
but  the intrinsic detail has not. Is there then a limit to 
the information algorithms can recover? A deterministic 
computer cannot make guesses as to the identity  of a 
face.  Indeed, human ideas are not  good enough to 
provide for sufficient algorithms to solve these 
problems. In the case of  creating information where 
there was none it can be surmised that  no algorithms 
can be written to solve certain problems. It maybe 
possible to use these enhanced facial images to 
search a database of facial images to derive a series 
of possible matches, but a true identification is not 
possible. 

Now given a higher resolution camera, capable of 
optical zooming, as the type probably found in 
airports, the task becomes more probable because 
there is more information to process.    However 
consider the following scenario.  Regardless of the 
resolution of a video camera, if  an airport has 200 
video cameras, it is impossible for the security 
personnel to manually watch each of the streams. An 
intelligent  surveillance system would theoretically 
scrutinize each frame of each stream, detect faces and 
match those faces against a database of people 
tagged for identification. Possible? Maybe if the 
system were highly parallel, fast, and used a 
reasonably high level of resolution. But how scalable 
are such applications? In a crowded transit  hall some 
of the limitations of facial detection and recognition 
systems will play through. 


